Towards a Theory of Semantic Space

Will Lowe (wlowe02@tufts.edu)
Center for Cognitive Studies
Tufts University; MA 21015 USA

Abstract Motivating Semantic Space

This paper adds some theory to the growing literature Firth (1968) observed that "you shall know a word by
of semantic space models. We motivate semantic space f[he company it keeps”. If we interpret Comp_arjylas-
models from the perspective of distributional linguistics  ical company, the words that occur near to it in text or
and show how an explicit mathematical formulation can ~ speech, then two related claims are possible. The £rst
provide a better understanding of existing models and is unexceptional: we come to know about the syntactic
suggest changes and improvements. In addition to pro- character of a word by examining the other words that

viding a theoretical framework for current models, we P -
consider the implications of statistical aspects of language may and may not occur around itin text. Syntactic theory

data that have not been addressed in the psychological then postulates latent variables e.g. parts of speech and
modeling literature. Statistical approaches to language branching structure, that control the distributional prop-
must deal principally with count data, and this data will  erties of words and restrictions on their contexts of occur-
typically have a highly skewed frequency distribution due rence. The second claim is that we come to know about

to Zipf's law. We consider the consequences of these h ich f db - h h
facts for the construction of semantic space models, and th€Sémanticharacter of a word by examining the other

present methods for removing frequency biases from se- words that may and may not occur around it in text.
mantic space models. The intuition for this distributional characterization of
semantics is thalvhatevermakes words similar or dis-
] similar in meaning, it must show up distributionally, in
Introduction the lexical company of the word. Otherwise the suppos-
There is a growing literature on the empirical adequacfdly semantic dlﬁerenqe is not available to hearers and it
of semantic space models across a wide range of sufis noteasy to see how it may be learned.

ject domains (Burgess et al., 1998; Landauer et al., 199g; T words are similar to the extent that they occur in
Foltz et al.. 1998 McDonald and Lowe. 1998: Lowe the similar contexts then we may defne a statistical re-

and McDonald, 2000). However, semantic space modplacement test (Finch, 1993) which tests the meaning-

els are typically structured and parameterized differently/UIn€ss Of the result of switching one word for another
by each researcher. Levy and Bullinaria (2000) have exin @ sentence. When a corpus of meaningful sentences is
vailable the test may be reversed (Lowe, 2000a), and un-

plored the implications of parameter changes empirically"l . ; -
by running multiple simulations, but there has up until 967 @ suitable representation of lexical context, we may
now been no work that places semantic space modefd°!d €ach word constant and estimate its typical sur-
in an overarching theoretical framework; consequentlyfounding context. A semantic space model is a way of

there there are few statements of how semantic spacd§Presenting similarity of typical context in a Euclidean
oughtto be structured in the light of their intended pur- space with axes determined by local word co-occurrence
pose. counts. Counting the co-occurrence of a target word with

In this paper we attempt to develop a theoretical® £xed set oD other words makes it possible to position

framework for semantic space models by synthesizin h_e target in a space of dimensibn A target's position
theoretical analyses from vector space information re; ith respect to other words then expresses similarity of

trieval and categorical data analysis with new basic re-:?X'C'?ll context. Smcg the bas.'F notion from distributional
search. inguistics is ‘intersubstitutability in context’, a semantic

. space model is effective to the extent it realizes this idea
The structure of the paper is as follows. The next sec-
. : X , "7~ " accurately.
tion brieay motivates semantic space models using ideas
from distributional linguistics. We then review Zipf's Ziof's Law
law and its consequences the distributional character of P
linguistic data. The £nal section presents a formal de£-The frequency of a word is (approximately) proportional
nition of semantic space models and considers what efto the reciprocal of its rank in a frequency list (Zipf,
fects different choices of component have on the result1949; Mandelbrot, 1954). This is Zipf's Law. Zipf's

ing models. law ensures dramatically skewed distributions for almost



all statistics applied to language; the power scaling endistributionally related to one another only through their
sures that the majority of words occur very infrequently, syntactic properties e.g. by the fact that they are both
creating a severe sparse data problem, and that the topuns. For simplicity we ignore any residual syntactic
few most frequent words constitute the majority of all to- dependence and model their empirical frequentigg
kens. For example, the 10 most frequent word stems, cand f (b) as independent binomially distributed random
lemmas, in the 100M word British National Corpus are variables
‘the’, ‘be’, ‘of’, ‘and’, ‘to’, ‘a’, ‘in’, ‘have’, ‘that’ and
‘it’, constituting slightly over one quarter of all tokens f(t1) ~ B(p(t1),N)
in the corpus (25974687 / 999859620.26). Also the f(b) ~ B(p(b),N).
most frequent words of English are grammatical functors
or closed class words (Cann, 1996), which although vi4n this idealizatiort; andb are perfectly distributionally
tal to syntax, are typically uninformative with respect to independent s6W(b,t;)) =W N p(b,t;) =W N pt1) p(b)
word meaning. Much of the next sections will be deVOted(this is just the expected co-occurrence frequency
to dealing with the distributional effects of Zipf's law. summed over each possible position in the window).

To introduce some notation, semantic space mod- The fact that the expected co-occurrence count under
els typically represent the distributional context of eachindependence is linear in the probability tpfleads to
wordt in terms of a set of representative ‘context’ words 3 problem in any model that setg(b,t;) = fW(b,1),

b;...bp. t's distributional pro£le is then represented by e.g. the Hyperspace Analogue to Language (HAL; Lund
a vector of co-occurrenceswherev; is a function of et al., 1995). Even if; andt, are unrelated, ip(t;) ~
fW(bi,t), the number of timeb; occurs in a windowV  p(t,) then their vectors will contain elements with simi-
words either side dfin a corpus ol words. For future  |ar magnitudes. This implies that any similarity measure
referencef () is the occurrence frequencytoh the cor-  applied to the vectors will judge them to be similar. Con-
pus, p(t) is the probability oft, often estimated by/N,  versely if they are related bui(t;) < p(tz) then their
andp” (bj,t) is the probability of seeinb; andt together  vectors will contain elements with widely differing mag-

in a window of sizeW. nitudes, simply due to their differing occurrence proba-
) bility. Zipf's Law threatens that any difference in distri-
Semantic Space butional profle available irf"W(b,t;) may be swamped

A semantic space model is method of assigning eachy the effect of a difference in occurrence probability.
word in a language to a point in a real £nite dimensional The upshot for models such as the HAL that use vec-
vector space. Formally it is a quadrugle B, S, M): tors of counts that are not corrected for chance is that dis-

B is a sethy _p of basis elements that determine the tances will have a frequency bias. That is, proximity on
dimensionalityD of the space and the interpretation semantic space will be partly due to distributional simi-
of each dimension.B is often a set of words (Lund larity, and partly due to relative frequency; the larger the
et al., 1995, e.g.) although lemmas (Lowe and McDon-difference in occurrence probability, the larger associa-
ald, 2000), encyclopedia articles (Landauer and Dumaigtjon a context element must have to affect the similarity
1997) and whole documents have been used. function.

A specifes the functional form of the mapping Since it is unlikely that semantic similarity depends
from co-occurrence frequencies between particular baen relative frequency, we have a theoretical reason not
sis elements and each word in the language sto use raw co-occurrence counts as a lexical association

that each word is represented by a vector=  function.
[A(b1,t), A(b2,t),...,A(bp,t)]. A may be the identity Researchers in information retrieval have also noted
function. problems with raw co-occurrence counts and use various

S is a similarity measure that maps pairs of vectorsweighting schemes to counteract them. Latent Seman-
onto a continuous valued quantity that represents contic Analysis (LSA; Landauer and Dumais, 1997; Re-
textual similarity. hder et al., 1997), a semantic space model derived from

M, is a transformation that takes one semantic spacaformation retrieval research uses an entropy-weighted
and maps it onto another, for example by reducing itsfunction: A(b,t) O log(fW¥(b,t) +1). The logged co-
dimensionality. Various choices for these elements ar@ccurrence count is then divided by the entropy of the
possible, and lead to rather different spadémay also  distribution ofb over each documents. ifis evenly dis-
be an ‘identity’ mapping that does not change the spacdributed across documents then it is probably not infor-
In the following sections we consider the implications of mative about any particular document. In contrast if it

different choices ofi,B, S andM. occurs in some but not others it may be more informative
. . . . about their content.
A Lexical Association Function LSAs lexical association function is designed to allow

Zipf's law suggest that using vectors of co-occurrencearbitrarily many basis elements into the similarity calcu-
counts directly may not be a good choice when constructlation by weighting them appropriately. However neither
ing a semantic space. To see why, consider two word#ogging nor dividing by entropy is guaranteed to reverse
t; andb with probabilitiesp(t;) and p(b). If t1 andb  the effects of chance co-occurrence since this is never
haveno semantic relation to each other, then they will be explicitly estimated.



Target Non-target is greater than 1. When the presencé ofiakes no dif-
ference to the probability of seeinghen6 = 1 and we
Context Wb,t)  fW(b,-t) can conclude thab andt are distributionally indepen-
Non-context fW(=b,t) fW(=b,-t) dent. Finally, if6 < 1 the presence dfmakes seeing
less probable.
We can estimate the odds ratio from Table 1:

Table 1: Co-occurrence frequency within a window of N W (b,t) fW(—b,-t)
target, context and all other wordst represents a word 8(bt) = fW(b, —t) fW(=b,t)’
that is nott.

Where theW N factors have canceled. This measure is
often logged so that then the magnitude of &jb,t)
Lowe and McDonald (2000) used a log-odds-ratiocan be interpreted as a direct measure of the level of as-
measure to explicitly factor out chance co-occurrencessociative strength betwednand b, with the effects of
The empirical counts necessary for computing the logchance co-occurrence factored out. Positive values indi-
odds-ratio are shown in Table %t represents any word cate greater than chance positive association.
that is nott, —b represents a word that is not the con-
text wordb and fW(—b,t) is the number of times aword Lexical Association in Lexicography
that is not the context word occurs among Wevords  The mostinformative words fort are those that occur
surrounding. only in its context, e.gt='sealed’ ancb="hermetically’.
Computing the cell counts is straightforward becausenstances of word pairs like this are concordances, or
there exists a very close approximation that is a functiorcollocations, and are of interest to lexicographers. Con-

only of fW(b,t) itself, f(t), f(b), W, andN: sequently, the log-odds-ratio also provides a method of
£nding collocations between words. Previous work in
fV(b,-t) = Wf(b)—fV(b,t) lexicography has used pointwise mutual information,
W-bt) = W) - f¥(bt) log-likelihood ratios, and T-tests. Since by symmetry
’ ' these alternative measures can also be lexical association
f¥(=b,~t) = WN—(f¥(b,~t)+ f¥(-b,t) functions, we review them brieay below.
+f¥(b,1)). Mutual Information  The pointwise mutual informa-

) ) ) o ~ tion|(b,t) betweert andb Church and Hanks (1990) is
To derive these expressions consider the limiting situa-

tion whereW = 1 and f(b,t) is the number of times pW(b,t)
the bigram (b,t) occurs. Since by de£nitiofi(b) = I(bt) = IOQVW
f(b,t) + f(b,—t), thenf (b, —t) = f (b) — f(b,t), and the P
same reasoning appliesto-b,t). Similarly the number 54 can be also be estimated using the frequencies in
of elements in the tabld,(b) + f(~b), must be the num- 4p1e 1. |(b,t) measures how much information an
ber of bigrams in the corpus. For a large corpus this i,ccyrrence ofb contains about. If b occurs witht
essentiallyN, the number of words in the corpus. There- no more often than would be expected by chance then
fore sincef(—b,-t) is the only cell undetermined it is pW(b,t) =W p(b)p(t) andl (b,t) = 0, so the mutual in-
obtained by subtracting the sum of the other cells fromiomation measure effectively factors out random co-
N. TheW factors appear on quantities other than the coyccyrrences. However, ifandb always occur together
occurrence count when the window size is more than ONghenp® (b,t) = p(b) and! (b,t) = log 1/p(t), so the less
because only(-b, -t) already takes the window size frequentb andt are the larger their association is. In
into account. contrast, changing the marginal probabilitied af b is

We obtain probabilities from Table 1 by dividing equivalent to adding a constant value to rows or columns
each cell count byWN. Then theodds of seeingt  of the contingency tables above (Bishop et al., 1975). It
rather than some other word whdnis present are s easy to confrm that this change makes no difference
p"V(b,t)/p"(b,—t), and the odds of seeirigin the ab-  to 8.
sence ofb is p¥(-b,t)/pV(-b,—t). Therefore if the

presence ob increaseghe probability of seeing then 1 N€ G-score Dunning (1993) uses a log-likelihood ra-

the odds ratio (Agresti, 1990) tio statistic (Agresti, 1990), which he calls the G-score,
' to discover collocations in text. This method compares
PV (b,t)/p¥ (b, —t) two models of the relationship betweemndb. In the
B(b,t) N T £rst model (association) assumes théb | t) # p(b |
pV(=b,t)/p" (=b, -t) —t), whereas the second model (no association) assumes
p" (b,t) p (b, -t) that p(b | t) = p(b | —t). The statistic is the ratio of
- PW (b, —t) pV (b, t) the maximized log-likelihoods for each model's parame-

- ters. This measure takes chance co-occurrence into ac-
1The derivation is reported elsewhere (Lowe, 2000a). count because it implicitly compares the observed co-



occurrence frequencies with the co-occurrence frequerparameter becausg (b,t) is large enough to provide
cies that would be expected by chance. For examplea reliable estimate op”(b,t). However, every vector
the expected value of the top left cell in Table 1 iswill be similar because all words in the language tend
W f(t) f (b) /N under (no association) bdtV(b,t) under  to occur with the high frequency words in the basis, ir-
(association). Empirically using log-likelihood ratios as respective of their distributional profle. Consequently,
vector elements in a semantic space generates similalistances between words will be extremely similar and
results to using log-odds-ratios. This is to be expectediectors in the biased model will fail to rezect important
since both measures take chance co-occurrences into adistributional differences.
count. Alternative measures include tkestatistic and Alternatively, if only low frequency content words
Fisher's exact test. However, Dunning shows that the disare chosen as basis elements then vectors will be more
tributional properties of the G-score are superior undehighly informative and distances in the space will be able
normal lexicographic conditions, and the hypergeometto recect subtle distributional similarities. This model
ric probabilities required in Fisher’s test are intractablewill have high variance because the co-occurrence counts
to compute for contingency tables containing very largeneeded to determing(b,t) are unreliable. Variance can
counts (Agresti, 1990). For exampl&V(-b | —t) will always be decreased by providing more data, but Zipf's
typically exceed the number of words in the corpus. law suggests a power relation between the amount of new
Considering the lexicographic task emphasizes thdext that would need to be found and the reduction in co-
‘second order’ nature of semantic space measures of sinoccurrence count variability.
ilarity: they reaect regularities across multiple ‘Erst or-  In theory the fullest possible distributional pro£le for a
der’ association measures, one for each vector elemenivord would include all words in the language, generating
This interpretation is taken up again in discussing approan infeasibly large vector. In practice this is not possible

priate similarity functions below. and some subset of words must be chosen.
] ] The solution for LSA is to use as many words as possi-
B : Choosing a Basis ble with appropriate weighting for each vector element,

When choosing basis elements for a semantic space thef@d then usé/ to compress the original vectors into a
maller space with dimensions that are linear combina-

is a trade-off between choosing words that are represery - L
tative of sentence content, but may not give reliable countions of the original ones.

statistics due to their low frequency, and choosing highThe Column Variance Method For HAL, elements of
frequency words that provide reliable statistics but ap-B are chosen by compiling a 70,00@0,000 matrix of
pear in almost every sentence of the language. The tradevord co-occurrences and discarding the columns of low-
off is an instance of the bias-variance dilemma in statisest variancé Consistent with Zipf’s law, column vari-
tical learning theory (Geman et al., 1992). ance decreases sharply with the frequency of the word

The Bias-Variance Dilemma Every statistical model corresphondingg to the columln (Lurllq gt al., 19|95)' Then
is able to represent a subset of the class of possible h)fprteac Seto experlmeﬂta s?mu II, urgtem%. Cct’”_" |
potheses about data. The range of hypotheses is typicalfH'€ Vartances over each vector eiement and retain only
controlled by the model's structure and by a set of ad- e most variant. We can refer to this as the column vari-

justable parameters. More gexible models can represe ce method OT ba_sis element choice. .
more hypotheses and are said to have kéas In con- The method is difEcult to analyze because the basis is

trast, a very mexible model will require a large amount€computed for each experiment, but we can show that
of data to determine accurate values for its parameterdt has a frequency bias. If andt are unrelated then we
When there is not enough data compared to the numbées@n. again, model them as Blnomlally distributed. In the
of parameters, parameter estimates may be optimal fotmple case wher&/ = 1, the variance of the frequency
the particular data set the model was trained on, but wilfount under independence is

fail to generalize to new data. A model that ‘over£ts’ in

this way is said to have highariance Model variance varf¥(b,t) = Np(t)p(b)(1- p(t)p(b))

can be decreased at the cost of adding bias e.g. by con- = Np(t)p(b) — Np(t)2p(b)2.

straining or removing parameters. Bias can be decreased

by making the model more rexible, at the cost of needing, {he expected variance B (b,t) is quadratic inp(b).
more data to cope with increased variance. The expected variance of the elements afadumn of

In a semantic space the vector elemeftb,t) are pa-  gych counts is the same as the variance of the column
rameters that estimate the amount of association betweefym j.e. the sum of the individual variances. Figure 1
b andt on the basis of observed dafé (b,t). When  ghows the expected variances for ax124 table of co-
choosing the basis elemertts...bp, we can defne a gccyrrence counts for perfectly unrelated words with oc-
highly biased model by choosing only very high fre- cyrrence probabilities ranging from 0.5 to 0.0667. Even

quency words. Co-occurrence counts for high frequenc}(:ompletely unrelated words will show distinct structure
words are very reliable because high frequency words

appear in nearly all sentences. This biased model will  2co-occurrences are also weighted by distance, but this
have very low variance; eadlb,t) is a well-determined  does not affect the following argument.
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S : Similarity Measure

Two popular similarity measures are Euclidean distance
and the cosine. For two vectoss and w in a D-
dimensional basis, the squared Euclidean distdnce

w || is simply related to the cosing,y, of the angle be-
tween them:

= D
T HH ] "2
i=
S VW
i B VP + w2 =2
[V A w
2 2
V= + W =2 pww

Figure 1: An example of column variance method. Ex-

pected column means based on expected co-oceurren@ehare | w ||12= yP w2 is a squared vector length. From
counts between each of 14 hypothetical unrelated wordsyic e quation it can be seen tHaw —w |20 puw only
vw

To e§timate mean.s.and variances for a corpdéwbrds,  \\nenv andw are standardized in length. Whab,t) =
multiply all quantities byN. Error bars represent ex- {W(p t) then vector element may have widely differing
pected column variances. |engths depending op(b) and p(t)
One advantage of the cosine is that it ranges between
-1 and 1, and so removes any arbitrary scaling induced
in their column variances, but this is entirely due to theirby the range of and the number of elementsBnWhen
baseline frequencies. A is simple co-occurrence the cosine is also less sensi-
There are two possible causes for a high column varitive than Euclidean distance to extreme values induced
ance. The £rst cause is simple frequency as shown iRy widely differing basis element frequencies, although
Figure 1. The second reason is that the words are in fa@ good choice o should avoid this problem.
distributionally related. Then unexpectedly large vari- The interpretation of similarity as a ‘second order’
ance can be a sign that the Binomial assumption hagegularity can motivate yet another plausible similarity
failed, and that two words are in fact related. Howevermeasure. We may take the correlation coefEcient (Pear-
the size of the variance increase necessary is variable. Bon’sr) as a measure of how well the elements of each
the column variance method, for a word that is distribu-word’s vector match. The only difference between this
tionally related to some of the experimental materials toand the cosine measure is that the mean of each vec-
make it into the £nal basis set it must be strongly associtor is included in the similarity measure. This will not
ated enough that its observed column variance moves fnly offset the effect of different vector element magni-
into the window of very high variance words at the up- tudes, but also place all calculations in a regular statis-
per end of the frequency table. In other words, it is nottical framework. The statistical implications of taking
enough to be twice as variant as would be expected bgorrelation coefEcients over log-odds-ratios remain to be
chance, a word must be as many times more variant agorked out. In addition, all the measures described here
it takes to have a variance that is absolutely high; lowemwill bene£t from a characterization of their properties in
frequency words have to work harder and unrelated busmall samples. This is future work.
high frequency words will get chosen anyway.
This analysis of the column variance method predictd! : Model
that, in the absence of strong association, the variance & semantic space is fully functional whenBaA and s
a column corresponding to some candidate element wilhave been specifed. However, it is possible to build
correlate strongly with that element’s frequency. a more structured mathematical or statistical model. In
This was tested by taking candidate lemmas of fre-LSA the model consists of a projecting vectors into a lin-
guency rank 100 to 600 in the BNC, and experimen-ear subspace & using singular value decomposition.
tal stimuli from McKoon and Ratcliff’s graded priming This is equivalent to selecting tfkeorthogonal axes that
study (see Lowe and McDonald, 2000). The analysisaccount for most variance of words in semantic space.
predicts that the levels of genuine association (correctegEach word is then projected into the the subspace, and
for frequency) between these candidates and the experpoint is then ‘re-inmated’ back into the full dimensional-
mental stimuli will be be low because the words are soity and cosine measures applied. Cosines can be taken
frequent that they provide little information about con- in the linear subspace without subsequent re-inzation as
text. In fact for this data log-odds-ratios are mildigg-  suggested by Berry et al. (1995).
ativelycorrelated with column variange=-.317 p<.001. The theoretically important point about LSA's dimen-
In contrast candidate frequencies strongly positively corsionality reduction is that it is a simple instance of in-
related with column variance for co-occurrence countsferring latent structure in distributional data. Parts of
r=.8553 p<.001. speech, and grammatical structures are also examples of



latent structure in the sense that they are in-principle unfoltz, P. W., Kintsch, W., and Landauer, T. K. (1998).
observable aspects of words that rezect their distribu- The measurement of textual coherence with Latent Se-
tional properties. One important direction for seman- mantic Analysis.Discourse Processef25).

tic space research is to £nd an appropriate type of laGeman, S., Bienenstock, E., and Doursat, R. (1992).
tent structure to explain the distributional regularities that Neural networks and the bias/variance dilemiau-

are assumed to underly semantic similarity. Biologi- ral Computation 4(1).

cally motivated models using topographic mapping, an%andauer, T. K. and Dumais, S. T. (1997). A solution to
strictly random mappings have also been investigated pjat's problem: the latent semantic analysis theory of

(Lowe, 2000a,b). induction and representation of knowledgesycho-
. logical Review(104).

Conclusion Landauer, T. K., Foltz, P. W., and Laham, D. (1998).
In this paper we have put forward some theory for se- Introduction to Latent Semantic Analysifiscourse
mantic space models. In addition to presenting a frame- Processes25).
work for thinking about current semantic space mod-Levy, J. and Bullinaria, J. (2000). Learning lexical prop-
els we have examined the implications of various de- erties from word usage patterns.Rroceedings of the
sign choices, emphasized the importance of avoiding fre- 7th Neural Computation and Psychology Workshop
quency biases, and presented methods for doing so. We Springer Verlag.

have also connected semantic space theory to lexicQ-gye, W. (2000a). Topographic Maps of Semantic
graphic methods and to standard problems of bias and gpace PhD thesis, Institute of Adaptive and Neural
variance discussed in the statistical literature. Computation, University of Edinburgh.
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